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"Orthodox" Statistics



Probability

Quantify certainty (Bayesian)

Specify the behavior of repeated experiments (Frequentist)

What is probability anyways?



The world™ Data

use probabilities to
describe this process

p

1-p

For example:

Coin throw

Frequentist Probabilities



Frequentist Probabilities

Throw coin many times

Relative freq. = how biased
                   the coin is

Experiments repeatable under
controlled conditions.

What probabilities are:



Non-examples
• "The probability that alien life exists is x%"

• "The probability of a terrorist attack on the world trade 
center is y%"

• "The probability that you develop diabetes by the time 
you're 60 is z%"

• "You're probably pregnant" Noobs



Math descriptions

p vs (1-p)

Experimental data

Fraction of heads
in N throws.

Predictions! Probability theory.

"Use theory to 
 predict the 
 world"

Statistics!

What can I 
infer about the

probabilities using
available data?



Probability

You throw a fair
coin 100 times. 

In which range do
you expect the 
number of heads
to be?

Statistics

You threw a coin
100 times. There
were 95 heads.

Is the coin fair?

Objective property (unfairness) gives rise to statistical result



Hypothesis testing



Hypothesis testing

Hypothesis

Kan haz
real efffect Ño, BONK!

Null Hypothesisvs

It's more likely for babies to 
be born male than female.

Arbuthnot, Laplace (1700s)

Would like to test:

No it's not, any difference in birthrates
that you observe is an effect of chance.

So, generate contradicting null hypoth.:

Goal: to show that the null hypothesis is incompatible with the data.
"Proof by contradiction but in the real world"



⇠<latexit sha1_base64="E6BQ5pIsRRiraPohcNPBk8ARHQc="></latexit>

NF

Ntot
<latexit sha1_base64="n55qRqQesym47EB3wqA5+OyMjOs="></latexit>

Hypothesis testing
Collect a bunch of birth data. Rand. Var. = NF/Ntot

Assumption: birth m/f assignment are independent random 
variables. Null hypothesis: "prob( sex=f ) = 0.5".

!
NF

Ntot

"

<latexit sha1_base64="vkWhM899ivfIEgnVNUr02wqOjwc="></latexit>

�2 =
p(1- p)

Ntot
<latexit sha1_base64="Aq8HpIku2Nta6tysQpHy4wKqkoM="></latexit>

= 1/2
<latexit sha1_base64="HBeivsmxeS2kxbzdCA+KbgiA64s="></latexit>

=
1

4Ntot
<latexit sha1_base64="Nqes8MFelUZ5NYnBRpFbb2KAId0="></latexit>

Experimental data:
NF

Ntot
= 0.48

<latexit sha1_base64="y6hDS87LZsTamLt+3iA+u387wYw="></latexit>

Ntot = 68k
<latexit sha1_base64="3o1zE5jb3ABkgzrR5g+jqtvudrc="></latexit>

If Ntot is large -> if null hypothesis were true,
                     unlikely to get a value so 
                     different than 1/2.

Area under curve = prob. of obtaining a value
                        at least 0.02 away from
                        0.5.



Hypothesis testing
Experimental data:

NF

Ntot
= 0.48

<latexit sha1_base64="y6hDS87LZsTamLt+3iA+u387wYw="></latexit>

Ntot = 68k
<latexit sha1_base64="3o1zE5jb3ABkgzrR5g+jqtvudrc="></latexit>

! ! 0.002
<latexit sha1_base64="OncC3YVSVSCBYQIW7BZsNhMN56I="></latexit>

⇡ 0.02
<latexit sha1_base64="nff2sro4EB34slEk5hrZ8cDDgjk="></latexit>

For the null hypothesis to explain the data
one would need a HUGE coincidence!

Pr

����
NF

Ntot

-
1

2

��� > 0.2

����� Null H.

✏
< 10-44

<latexit sha1_base64="+TX3kyVhv5InTnZIoVWGN8tpOFM="></latexit>Told ya!

Conclusion: null hypothesis isn't true!
There's a bias, babies likelier to be 
born boys than girls.

p-value



Hypothesis testing

Null Hypothesis

True

False

Outcome of statistical test

Reject

Don't reject

Don't reject

Reject

"Type I error", prob = ↵
<latexit sha1_base64="V8iWkXUEU5QR+3z8VeYSpmVfrU4="></latexit>

"Type I error", prob = �
<latexit sha1_base64="KJc5CglClmOq1rXgLk0Hwj5lSo4="></latexit>

"p-value", "significance"

"statistical
power" = 1- �

<latexit sha1_base64="cXaGnuy/Zz1OeFKRcyxJECFGb+k="></latexit>



Ok... but like... what just 
happened?



1. We stated a null hypothesis.

2. We found a variable that, if the null hypothesis is true, we understand well:
NF

Ntot
<latexit sha1_base64="n55qRqQesym47EB3wqA5+OyMjOs="></latexit>

Gaussian. Mean = 1/2, Variance = 1/4Ntot

3. We experimentally found a value of this variable far away from the 
   "reasonable range" of its distribution.

{
<latexit sha1_base64="JvHNIEkoaAO9JlFRQotxvkp0qHg="></latexit>

reasonable unreasonable

observed

4. What if the result were less clear cut?

Concensus: p-value = 5% is declared "statistically significant."
                             (out of 20 studies like this,
                             one might mistakenly reject
                             the null hypothesis)



Problems
Interpretation is wacky: p-value is conditioned on null hypothesis

Bunch of unlikely 
claims. "Earth is 
flat!", "Telepathy 
exists!", etc.

One gets statistical 
significance.

Do you believe it? 

Never true! No coin is exactly fair! 

             What even IS the point?

Typically: Null hypothesis is an equality.
Dice / coin is fair.
PF = PM

that's not so kanYe

Effect size: 

-  large data sets -> even small effects have tiny p-values.
-  small data sets -> little evidence to reject null hypothesis:
                         how to connect result to a-priori expectation?
                      -> if not rejected, do I need more data? Do I
                         collect data until rejecting it?



I wish for stats 
with simple maths



Parameter estimation



Vaccine efficacy

Strength of construction materials

Strength of noise in your quantum computer

Popularity in political polls

Unemployment rate

Mass of Higgs boson



Parameter estimation
World™ Samples

Prob
⌦

Sample = x
↵

<latexit sha1_base64="tY/139KAJmPM8iOmtkGlVWWw3Hk="></latexit>

Before (hypothesis testing): is Prob{ - } equal to one specific distribution?
                                 (The null hypothesis)

Now: assume that the distribution is in a parametrized family of distributions.
⌦

Prob✓{ · }
↵

✓2Rk
<latexit sha1_base64="5XE3xh/PDRa9ldVRLuwCrmNeIaA="></latexit>

Prob{ · } = Prob✓{ · }
<latexit sha1_base64="7BXJVvnZWpRiIwjJOOLsiSCzQko="></latexit>

TBD: estimate     s.t.✓
<latexit sha1_base64="vc8fKY9Wq30a5KfS8YItWnbZVqU="></latexit>

eg. Gaussians ✓ = (µ,�2)
<latexit sha1_base64="OiH9fBZByt+hqcArUDqIJ0A6tsQ="></latexit>



Point estimation. Output = value    which is close to
                               with high probability.

✓
<latexit sha1_base64="vc8fKY9Wq30a5KfS8YItWnbZVqU="></latexit>

✓̂
<latexit sha1_base64="3jQsYOtYjA44fW9wOVRSItOC3KQ="></latexit>

Interval estimation. Output = interval          which
                                   contains    with high
                                   probability.   

[✓̂1, ✓̂2]
<latexit sha1_base64="kAHn0WHqdZBLoM5UNcfPqVFi8d0="></latexit>

✓
<latexit sha1_base64="vc8fKY9Wq30a5KfS8YItWnbZVqU="></latexit>

Parameter estimation

"Repeating the estimation procedure on many independent sets of data,
 most outputs will give a valid estimate for    ."✓

<latexit sha1_base64="vc8fKY9Wq30a5KfS8YItWnbZVqU="></latexit>

Once I get a particular value, it either is a good
estimate for     or not --- there's no probabilities 
any more!

✓
<latexit sha1_base64="vc8fKY9Wq30a5KfS8YItWnbZVqU="></latexit>



Point estimation
Estimating bias of a coin: ✓ = p

<latexit sha1_base64="zbbYhYFv2U7ApF5kIZlDO0CgPGI="></latexit>

Probp = (p, 1- p)
<latexit sha1_base64="7qoINaD2gU90OBH2xDuaPu5hvnc="></latexit>

Throw coin N times, estimate ✓̂ = Nheads/N
<latexit sha1_base64="42YiOIbsmL9M15NjonWER+AAkkE="></latexit>

How accurate can I expect this estimate to be?

✓̂ ⇠
<latexit sha1_base64="0gQZ158NuFePQh4YsX7St47kzUE="></latexit>

Simple: in this case        Gaussian with
⌦

<latexit sha1_base64="hIOtnolpWV6VoIxe/4OEOuTzwfs="></latexit>

E[✓̂]p = p
<latexit sha1_base64="/dm9c4HVM45VrkM+l2z8STu2qO8="></latexit>

Var[✓̂]p = E[✓̂2]- p2 =
p(1- p)

N
<latexit sha1_base64="Z90Ruaeaxuv3DQtw+41+J+DLoEI="></latexit>

Uncertainty measure. Depends on p, unknown! :(



Point estimation
How accurate can I expect this estimate to be?

✓̂ ⇠
<latexit sha1_base64="0gQZ158NuFePQh4YsX7St47kzUE="></latexit>

Simple: in this case        Gaussian with
⌦

<latexit sha1_base64="hIOtnolpWV6VoIxe/4OEOuTzwfs="></latexit>

E[✓̂]p = p
<latexit sha1_base64="/dm9c4HVM45VrkM+l2z8STu2qO8="></latexit>

Var[✓̂]p = E[✓̂2]- p2 =
p(1- p)

N
<latexit sha1_base64="Z90Ruaeaxuv3DQtw+41+J+DLoEI="></latexit>

Uncertainty measure. Depends on p, unknown! :(

Report worst-case variance ✓̂± max
p

Var[✓̂]p = ✓̂± Var[✓̂]p=0.5
<latexit sha1_base64="r2NHbtlVdvgoIyn9+snJREm9vrQ="></latexit>

Report "bootstrapped" variance ✓̂± Var[✓̂]p=✓̂
<latexit sha1_base64="ZTDesEwNhDVfXDt4ZlnU5hcCH8c="></latexit>

Something more clever?

Often way too 
pessimistic

Often way too 
optimistic

Insufficient data: 5 coin tosses, all land on heads. What's var?

Interval estimation!

2.2.22 :)



Interval estimation

instead of producing a single
point estimate and computing 
the variance...

Well... just... 

... actually compute an interval.

Goal: Estimation [✓̂1, ✓̂2]
<latexit sha1_base64="Z7Gw9zFPJaXboh2wTC3KOwnrrP8="></latexit>

s.t. Prob[✓̂1  ✓, ✓̂2 � ✓] =
<latexit sha1_base64="uDVmWuJ8EJ9hmPxWMDHY6MfQq9M="></latexit>

very high

!
<latexit sha1_base64="vc8fKY9Wq30a5KfS8YItWnbZVqU="></latexit>

Mistaken intervals



Playa Tortuguero, Limón,
Costa Rica



Problems

!
<latexit sha1_base64="vc8fKY9Wq30a5KfS8YItWnbZVqU="></latexit>

Mistaken intervals

How do I know whether the actual result I got was one of the mistaken intervals?

I... can't.



It's even worse.



Problems
What I want: measure of how credible my estimate     or            is.✓̂

<latexit sha1_base64="EEzokIiDzbaT9JQdcGFvwaDVd9E="></latexit>

[✓̂1, ✓̂2]
<latexit sha1_base64="agp80Ht1By1XdqKcddd15BsuoYs="></latexit>

"I estimated          , am I close? Is it
probable that I am close?"

✓̂ = 0.6
<latexit sha1_base64="Uy5pJ8uy1mvUPPZjW4+Idmur8E0="></latexit>

What I get: a counterfactual!  If, 100 copies of me conducted the experiment,
around 5 of them would observe a wrong result. 

"Which ones?" "Yes."

Method spits out a probability... 
...mmm tempting.



Problems

Wrong: estimate not accurate

Right: you get a good estimate
        of the number you want.

Not Even Wrong: estimation procedure
                 can't handle your
                 problem (e.g. unmet
                 assumption).

What the absolute crap?!: the number you need
                               does not even make
                               sense within the 
                               mathematical theory.

(Has problems too, though)

Dante Alighieri



Summary

Hypothesis testing Point estimation Interval estimation

Problems:

- Sampling repeatably / consistently
- Null hypothesis not true, but needed for interpretation
- Specific estimates have no guarantee, only the estimation
  procedure does -> confidence is counterfactual!

Frequentist statistical methods



Thanks!
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